
Least squares estimates

We will show that the empirical regression coefficients β̂ and γ̂ from (128), (129) can also be
obtained from the Least Squares principle, according to which the sum of squares

LS(γ, β) =
nX

i=1

(yi − γ − βxi)
2

should be minimized in γ, β to obtain the best straight line fit to the data (xi, yi). This is not
difficult to show by differentiating with respect to both γ and β and setting the derivative to zero.
The equally simple proof below is based on a linear algebra argument.

5.10 Proposition Suppose that data points (xi, yi), i = 1, . . . , n, n ≥ 2 are such that s2
x > 0,

where s2
x is given by (125). Then there is a unique minimizer

³
γ̂, β̂

´
of the least squares criterion

LS(γ, β), and it coincides with the empirical regression coefficients (128), (129).

Proof. Write y = (y1, . . . , yn)>, x = (x1, . . . , xn)> and 1 for the n-vector consisting of 1’s. We
have

LS(γ, β) = ky − 1γ − xβk2

= k(y − 1ȳ) − (x− 1x̄) β − 1 (γ − ȳ + βx̄)k2 .

Note that the vectors y− 1ȳ and x− 1x̄ are both orthogonal to 1. By Pythagoras’ theorem, we
can split the above expression

LS(γ, β) = k(y − 1ȳ) − (x− 1x̄) βk2 + k1 (γ − ȳ + βx̄)k2 . (133)

For fixed β, the second term above is minimized (set zero) by taking

γ = ȳ − βx̄. (134)

It remains to mimimize the first term on the right of (133). Set ỹ := y − 1ȳ and x̃ = x− 1x̄ and
note that kx̃k = (n − 1)s2

x > 0. Now we have to mimimize in β

kỹ − x̃βk2 = kỹk2 − 2ỹ>x̃β + kx̃k2 β2

=

µ
ỹ>x̃

kx̃k − kx̃k β

¶2

+ kỹk2 −
¡
ỹ>x̃

¢2

kx̃k2

which is mimimized by setting the first square expression zero, i.e.

β =
ỹ>x̃

kx̃k2 =

Pn
i=1 (xi − x̄) (yi − ȳ)Pn

i=1 (xi − x̄)2 =
sxy

s2
x

= β̂

which in conjunction with (134) proves the claim.
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Regression inference

For testing the hypothesis H0 : β = 0 against Ha : β 6= 0 (i.e testing for a significant evidence
against "no linear relationship") using the Z-statistic (132) we would have to know σ2, the variance
of the errors ηi in the regression model (122). In the absence of this knowledge we have to use a
data based estimate σ2. Recall that after fitting the Least Squares straight line ŷ = γ̂ + β̂x to the
data, for every xi we obtain predicted values

ŷi = γ̂ + β̂xi, i = 1, . . . , n.

Consider the residuals, i.e. the difference between observed and predicted values of y:

η̂i = yi − ŷi, i = 1, . . . , n.

They can be considered estimates of the true errors ηi = yi − γ − βxi, and their overall spread
could give an estimate of σ2. Note that the residuals have zero sample mean: in view of (129)

n−1
X

η̂i = ȳ − γ̂ − β̂x̄ = 0.

In regression analysis, the residuals are often plotted in a residual plot; if the true errors ηi are
indeeed i.i.d. zero mean, then we expect η̂i to behave similarly (chaotic, with no visible pattern or
trend). If the residuals exhibit any pattern (e.g. curved or otherwise nonlinear) then this indicates
that the linear regression model (122) might not accurately describe the data.
Consider the residual sum of squares

RSS :=
nX

i=1

η̂2
i =

nX
i=1

³
yi − γ̂ − β̂xi

´2

and the sample variance of the residuals (residual variance):

s2
e :=

1

n − 2
RSS (135)

where the division by n − 2 is due to the fact that two parameters were estimated (recall that in
an ordinary sample variance such as s2

y, the sample mean is used as an estimate, so one divides by
n − 1). The precise justification is given in the theorem below (in terms of degrees of freedom of
a chi square law). The square root se of s2

e is often called the standard error about the line.
The next result establishes its properties as an estimator of σ2.
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5.11 Theorem Suppose that data (xi, Yi), i = 1, . . . , n, n ≥ 3 are from a normal regression model
(122) where ηi ∼ N(0, σ2) and xi are nonrandom with s2

x > 0. Then the estimate s2
e of σ2

s2
e =

1

n − 2

nX
i=1

³
Yi − γ̂ − β̂xi

´2

is unbiased for σ2. Moreover s2
e is independent of

³
γ̂, β̂

´
and

n − 2

σ2
s2

e ∼ χ2
n−2.

Proof. Define vectors
e1 = n−1/21, e2 =

1

s2
x(n − 1)

(x−x̄1) .

These are orthogonal to each other (since 1> (x−x̄1) = 0) and they are unit vectors:

ke1k2 = 1, ke2k2 =

Pn
i=1 (xi − x̄)2

sx

p
(n − 1)

= 1.

Moreover they both are linear combinations of 1 and x, so they span the same linear space. Hence
for every (γ, β) there is a unique solution (g, b) of

1γ + xβ = e1g + e2b (136)

and vice versa. For the least squares problem in terms of γ, β, we may now equivalently solve the
problem of minimizing

LS(γ, β) = ky− e1g−e2bk2

in g and b and then transform back to (γ, β) via (136), to obtain solutions. Now complement e1, e2
by vectors e3, . . . , en in Rn such that e1, . . . , en together form an orthonormal basis of Rn. Let vi

be the coefficients of y in that basis, i.e. y =
Pn

i=1 viei . Then

y − e1g−e2b = (v1 − g) e1+ (v2 − b) e2+
nX

i=3

viei,

consequently

ky− e1g−e2bk2 = (v1 − g)2 + (v2 − b)2 +
nX

i=3

v2
i . (137)

This is minimized in (g, b) by setting ĝ = v1 and b̂ = v2, and the minimal value is
Pn

i=3 v2
i . Since

the minimizers γ̂, β̂ are in one to one correspondence with ĝ and b̂, we have

LS(γ̂, β̂) = RSS =
nX

i=3

v2
i (138)
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where
vi = e>i y, i = 3, . . . , n.

Now
y ∼Nn

¡
1γ + xβ, σ2In

¢
hence vi, i = 3, . . . , n are normal, uncorrelated, with

Evi = e>i (1γ + xβ) = 0, Var(vi) = σ2, i = 3, . . . , n.

Hence zi := vi/σ, i = 3, . . . , n are i.i.d. standard normal. The claim now follows from

RSS = σ2
nX

i=3

z2
i .

Hence we may use s2
e as an estimate of σ2 and replace the Z-statistic (132) by the t-statistic

T̂ =
β̂

SE(β̂)
where SE(β̂) =

sep
(n − 1)sx

. (139)

Here as in previous examples SE(β̂) stands for the standard error of β̂, i.e. the estimated standard
deviation. As a crucial consequence of Theorem 5.11, the statistic T̂ has a t-distribution with
n − 2 degrees of freedom under the null hypothesis β = 0. Indeed s2

e is independent of β̂ and its
distribution (if scaled appropriately) is χ2

n−2. Thus

T̂ =
Ẑp

s2
e/σ2

where (n − 2)s2
e/σ2 ∼ χ2

n−2

which matches the definition of the tn−2 law.
Let us stress again that this result was derived under the assumption that xi are nonrandom with
s2

x > 0 and normal ηi. If our data (xi, yi) come from a bivariate normal then the result concerns
the conditional distribution of T̂ given x1, . . . , xn. But since the law tn−2 does not depend on
x1, . . . , xn, we have T̂ ∼ tn−2 also unconditionally.
The consequences for regression inference can be summarized as follows.
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5.12 Theorem Suppose that data (xi, Yi), i = 1, . . . , n, n ≥ 3 are from a normal regression model

Yi = γ + βxi + ηi

where the errors ηi are independent ηi ∼ N(0, σ2) and xi are nonrandom with s2
x > 0. Let γ̂, β̂ be

the least squares regression estimates (128) (129), let se be the standard error about the line

s2
e =

1

n − 2

nX
i=1

³
Yi − γ̂ − β̂xi

´2

and let t∗n−2,α/2 be the upper α/2-quantile of the t-distribution with n − 2 degrees of freedom, for
some 0 < α < 1/2.
(i) The interval

β̂ ± t∗n−2,α/2SE(β̂) where SE(β̂) =
sep

(n − 1)sx

is a confidence interval for the unknown regression slope β of level C = 1 − 2α.
(ii) For hypotheses H0 : β = β0, Ha : β 6= β0 the test given by

φ(Y1, x1, . . . , Yn, xn) =

(
1 if

¯̄̄
T̂

¯̄̄
> t∗n−2,α/2

0 otherwise
(140)

with test statistic

T̂ =
β̂ − β0

SE(β̂)

has level α.
(iii) The test rejects if and only if β0 is outside the confidence interval.

Note that this theorem is in many respects analogous to Theorem 3.8 (one sample inference about
an unknown mean using a t-statistic). Again, the levels α and C are not asymptotic, but exact for
every n (for nonrandom xi). However the strong asumption is made that the Yi are exactly normal
N(µ, σ2).
The hypothesis β0 = 0 has special importance, as it expresses the hypothesis of absence of a linear
relationship between x and Y . If data come from a bivariate normal (X, Y ), then β = 0 is equivalent
to the hypothesis of zero correlation ρ = 0. In this case the confidence and significance levels above
hold also for random Xi (i. e. unconditionally) due to T̂ ∼ tn−2.

The squared correlation

Recall the relation (113) for the squared correlation ρ2 in a bivariate normal (X, Y ):

ρ2 =
β2σ2

x

σ2
y
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where the numerator can be written β2σ2
x = Var(γ + βX) in the decomposition

Y = γ + βX + η.

Recall that X and η are independent. Thus β2σ2
x represent the variance of the "regression part" in

the decomposition of Y , while σ2
y|x = Var(η) represents the error part or noise part of the variance.

The decomposition

Var(Y ) = Var(γ + βX) + Var(η)

= β2σ2
x + σ2

y|x

is called the analysis of variance (ANOVA) for the normal random variable Y . Thus

ρ2 =
Var(γ + βX)

Var(Y )

can be interpreted as the fraction of the variance of Y explained by the linear regression on X.
We shall see that an analogous statement can be made about R2, the square of the empirical
correlation.
Indeed

R2 =

µ
sxy

sxsy

¶2

=
β̂

2
s2

x

s2
y

.

Now

1

n − 1
RSS =

1

n − 1

nX
i=1

³
yi − γ̂ − β̂xi

´2
=

1

n − 1

nX
i=1

³
yi − ȳ − β̂ (xi − x̄)

´2

= s2
y − 2β̂sxy + β̂

2
s2

x = s2
y − 2β̂

2
s2

x + β̂
2
s2

x

= s2
y − β̂

2
s2

x

hence
s2

y = β̂
2
s2

x +
1

n − 1
RSS (141)

or multiplying by (n − 1)
nX

i=1

(yi − ȳ)2 = β̂
2

nX
i=1

(xi − x̄)2 + RSS. (142)

The decomposition (142) is the regression analysis of variance (regression ANOVA) for the sample:

the sum of squares of the yi is decomposed into a regression part β̂
2 Pn

i=1 (xi − x̄)2 (variability
explained by the regression on xi) and a residual part. Thus the squared correlation

R2 =
β̂

2
s2

x

s2
y

=
β̂

2 Pn
i=1 (xi − x̄)2Pn

i=1 (yi − ȳ)2

can be interpreted as the fraction of variability of the sample values yi explained by the regression
line.
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Accordingly, the second column gives intercept γ̂ = 1.879 in the first row and slope β̂ = 0.987128
in the second row. The third column gives the standard errors; we did not discuss SE(γ̂) but
SE(β̂) = 0.03992 corresponds to our expression for SE(β̂) in (139). The second row of the column
"t-ratio" gives the t-statistic T̂ from (139) for testing H0 : β = 0; the first row gives the analog for
the intercept (which we did not discuss). Finally, the column "prob" gives the P-values associated
to the t-statistics, for testing H0 : γ = 0 and H0 : β = 0 respectively. Thus the last cell "2000
DemPct/prob" gives the result of the test for zero slope.
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